Easy

1. What is the fundamental difference between the primary-backup approach(Ch.8) and the state machine approach(Ch.7) for the client side?
The fundamental difference is that in the primary-backup approach, clients send requests for service only to one primary server, whereas in the state machine approach, clients broadcast request to all the servers.
2. What is a FAILOVER process?
It is a process in which one of the backup servers assumes the role of the primary server when the primary server fails.  Note also that during a failover, requests from clients can be lost that additional protocols must be employed to retry such lost requests.
3.  How does the backup server know that the primary server has crashed and becomes the primary?
The primary sends “I-am-alive” message at least once every ((tau) units of time.  If the backup server does not receive such message every ((tau) + Δ(delta) units of time, it assumes the primary server has crashed.  Then, it promotes itself to be the primary by sending messages to all of the clients, telling them that it is now the primary.
4.  Among the four properties (Pb1 – Pb4), which property is violated in the Alsberg and Day protocol?

Because backup server can receive and process the requests for service in the Alsberg and Day protocol, Pb3 is violated.  Pb3 states that “If a client request arrives at a server that is not the current primary, then that request is not process.”
Medium

5.  There are four properties (Pb1 – Pb4) that a primary-backup system must satisfy.  Explain a potential problem that may occur if we eliminated Pb2. (Hint: read Section 2)
Pb2 states that “A client can send request to a server it thinks is the primary”.

Without Pb2, a client could send its request to multiple servers.  However, if these requests were sent while the identity of the current primary is changing, the request could get enqueued at more than one server (see p.3).  Since, according to Pb1, there can be only one primary server at any time, some requests are must have been enqueued at non-primary servers.
6.  Among the four properties (Pb1 – Pb4), which property prevents building a primary server that ignores all requests from the clients all the time?  Explain why.
What good is a system if it does not provide any services? Well, not good.  

That is why Pb4 prevents building such a system.  Pb4 states that the primary-backup protocol can be used only to implement services that tolerate a bounded number of failures over their lifetime (see p.4).  “Bounded number of failures” imply that the service will not be unavailable all the time.  
Hard

7.  In the primary-backup approach, it is important that the state-update message is sent to the backup servers before the primary server sends a response to the client.  Explain Why.
To illustrate the possible problem, let us suppose that the order is now reversed, that response is sent before state-update message.  Now, if the primary server crashes right after it sends the response but before sending state-update message, the client will carry out the next set of request.  However, the previous update was not propagated to the backup server so when the previously backup server becomes the primary server, the client will face the inconsistency at the server.

Such inconsistency could have been avoided if the primary server sent the state-update message before the response.  In this scenario, if the client receives a response, then it means that the state-update message is already sent to the backup servers.  The backup servers will either eventually receive the state-update message or the backup servers will crash (see p.4).  The crashed servers will never be a primary server, so the client will not face any inconsistent servers.
8.  In our traditional sense of definition, the blocking time seems to refer to “the duration of time that a client waits for a response”.  However, with our traditional definition, we have trouble explaining the Non-blocking time (blocking time of 0) used in the primary-backup system.  Certainly, it will take some time for our request to propagate through the link in the first place.  

How is the BLOCKING TIME actually computed in the primary-backup system?  Also, explain the possibility of the Non-blocking time.
The blocking time in the primary-backup system is the worse-case elapsed time between the “receipt of a request and the sending of the response”.  So the blocking time is actually computed at the server side, not the client side.

For example, the blocking time in a Crash Failure Model is 0.  This cannot be 0 if we compute the blocking time at the client side because we have to consider the propagation delay of the request and response messages.  However, in a primary-backup system, we start to compute the blocking time only after the primary server receives the request.  Since we assume the processing of the request time, along with the receiving request and sending response time, to be negligible, the total blocking time is 0.
This computation of the blocking time may seem awkward since the client is already BLOCKED, waiting for response.  However, we need to remember that we are computing the blocking time at the server side, not the client side.  The only incident the server may have to BLOCK is to wait for the propagation of state-update messages, which takes ( units of time.
