2001Spring CS147              Midterm 3                                   Name:_____________

Prof. Sin-Min Lee                                                                    Grade:________/10

Section 5.

	Problem
	Points
	Score

	1
	10
	

	2
	15
	

	3
	15
	

	4
	15
	

	5
	15
	

	6
	10
	

	7
	10
	

	8
	10
	

	Total:
	100
	


1.(2x5=10 points)  Consider the following segment table: 

	Segment
	Base
	Length

	0
	219
	600

	1
	2300
	14

	2
	90
	100

	3
	1327
	580

	4
	1952
	96


What are the physical addresses for the following logical address? 

a)0,430           b) 1,10           c) 2,500              d) 3,400                 e) 4,112 

Answer:
a. 0,430 = 649 

b. 1,10 = 2310 

c. 2,500 = invalid address 

d. 3,400 = 1727 

e. 4,112 = invalid address 

2. (10x 1.5 = 15 points) Fill in the blank:

1. ROM is Read-Only Memory which is a form of non-volatile memory, meaning it keeps its information even when there is no power.

2. ROM is read only, so you cannot write to it.
3. RAM, or Random Access Memory, is a volatile type of memory which loses its information when power is not present.

4. DRAM, or Dynamic Random Access Memory, stores information using capacitors.

5. EPROM, Erasable PROM, data can be erased using a Ultra-Violet  light on a special window on the chip. This chip can be reprogrammed.

6. Cache memory is memory used to cache CPU instructions. L1    is cache memory that is located on the CPU, L2     is cache memory outside of the CPU.
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7. A common and convenient grouping of bits is the ___byte or octet, composed of eight bits. 
8. The computer pipeline is divided in      stages.   Each     stage completes a part of an instruction in parallel.
9. RISC means _______________________________________________.
3.(10+5= 15 points) (a) What is a cache memory ? Describe its function.

(b)Define the terms “hit” and “miss”.

Answer: A cache is a small fast memories inserted between the CPU and main memory. A cache keeps copies of values that were recently read from main memory, so that, if the CPU needs the contents of those memory locations again, it can get them from the cache. With every memory reference performed by the CPU, it looks first in the cache, and only goes to main memory when the cache entry indicates that the desired value is not available. 

 _____    _____

|     |  |     |        Bus

| CPU |==|cache|======================

|_____|  |_____|        ___|___

                       |       |

                       | Memory|

                       |_______|

(b) When the CPU finds a value it needs in the cache, we call this a hit. When it is forced to go to main memory, we call this a miss.

4. (10x 1.5= 15 points) True or False.

 T  1. In associative cache the memory address is held in tag; all the tags have to be searched through to find an element; the memory content can be put an any line of cache.

 F   2. The result  of using pipelining is decrease in the number of instructions that can be performed during a given time period. 

 T   3. The replacement policy LRU (least recent used) is very difficult and expensive to implement.

F  4. Most computers use direct mapped page tables. 

F  5. Increasing the block size of a cache is likely to take advantage 

       of temporal locality.   

T  6.Increasing the page size tends to decrease the size of the page 

       table.   

T  7. Virtual memory typically uses a write-back strategy, rather than

       a write-through strategy. 

T  8.For an N-slot cache (TLB), we may view the direct mapped strategy as 1-way set associative and the fully associative as N-way set associative
T  9.SRAM is an older type of memory, it stands for Static Random Access Memory. It is an older type of RAM and stores information using transistors .

T   10. The assembly language programmer must make the decision which data is stored in registers explicitly. 

5.(5+ 10 = 15 points) (a) The cache efficiency is characterized by a Cache hit ratio H. If the latency of the cache is [image: image2.png]


, and the latency for main memory is [image: image3.png]Lon



, then the effective (average) latency of a memory architecture with cache is given by the formula:

Answer: 
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(b)The most common replacement strategy in cache is the so-called least recently used (LRU) strategy. Explain this strategy.

Answer: Whenever a cache-miss demands a new line to be loaded into the cache, the line which has not been used for the longest time is deleted to make space for the new one

6.(10 points)Perform the following operations using binary BCD representation. 

a)

	 
	  378
+349



	 

	 
	 
	 


b). Binary arithmetic--find the product:

                        0000 1101 x 0001 0001

6. (4x2.5= 10 points) Consider a nonpipelined machine with 6 execution stages of lengths 50 ns, 50 ns, 60 ns, 60 ns, 50 ns, and 50 ns. 
(a)Find the instruction latency (=delay, i.e. time use for all stages) on this machine. 
(b)How much time does it take to execute 100 instructions?
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Answer: Instruction latency = 50+50+60+60+50+50= 320 ns 
Time to execute 100 instructions = 100*320 = 32000 ns 

© Suppose we introduce pipelining on this machine. Assume that when introducing pipelining, the clock skew adds 5ns of overhead to each execution stage. 

      - What is the instruction latency on the pipelined machine? 
      - How much time does it take to execute 100 instructions

Remember that in the pipelined implementation, the length of the pipe stages must all be the same, i.e., the speed of the slowest stage plus overhead. 
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Answer: The length of pipelined stage = MAX(lengths of unpipelined stages) + overhead = 60 + 5 = 65 ns 
Instruction latency =  65 ns 
Time to execute 100 instructions = 65*6*1 + 65*1*99  = 390 + 6435 = 6825 ns 

7.(2+4+4= 10 points) Consider the following sequence of virtual memory references generated by a single program in a pure paging system: 

17, 18, 121, 155, 43, 327, 185, 275, 276, 456, 468, 324 

a)Derive the corresponding reference string, assuming a page size of 100 words.

Answer: 

0, 0, 1, 1, 0, 3, 1, 2, 2, 4, 4, 3
b)Determine the number of page faults for each of the following page-replacement strategies, assuming that two page frames are available to the program. Show the contents of the page frames after each reference. 

LRU 
OPT                 Use  Asterisks represent page faults.

Answer: 
LRU 
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The page faults are LRU 7; OPT 5.
8.( 10 points) Three ways that a TLB can be designed are fully associative, set associative and direct mapped.  Explain all 3 (including the tradeoffs between them).  Use diagrams.  

Answer: 

The three strategies are different ways of mapping page table entries

into cache slots.

Direct mapped: the low bits of the virtual address are used to select the slot; thus, each entry may go in only one slot. This type of cache is simple to build, so cycle times can stay low; it can be made relatively large; it often has a poor miss ratio since there can be a lot of contention for slots.

Fully associative: the other end of the spectrum. An entry may go in any slot, so replacement is more flexible. All slots are searched in parallel by the hardware. This complicates the lookup mechanism, so such caches are smaller and may increase the cycle time. The miss ratio, however, tends to be very low.

Set associative: a compromise between the two. Some low bits are used to select a set into which the entry may go. Lookups search the set in

parallel. The properties of this type of cache are in between those of

the above two.

For an N-slot cache (TLB), we may view the direct mapped strategy as

1-way set associative and the fully associative as N-way set associative

2001Spring CS147              Midterm 3                                   Name:_____________
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Section 1,3.

	Problem
	Points
	Score

	1
	10
	

	2
	10
	

	3
	10
	

	4
	15
	

	5
	15
	

	6
	15
	

	7
	15
	

	8
	10
	

	Total:
	100
	


1.(2x5=10 points)  Consider the following segment table: 

	Segment
	Base
	Length

	0
	219
	600

	1
	2300
	14

	2
	90
	100

	3
	1327
	580

	4
	1952
	96


What are the physical addresses for the following logical address? 

a. 0,430 

b. 1,10 

c. 2,500 

d. 3,400 

e. 4,112 

Answer: 

2.(10 points) Perform the binary multiplication of 13 x 11

Answer:
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3.(2+4+4 = 10 points) Consider the following sequence of virtual memory references generated by a single program in a pure paging system: 

17, 18, 121, 155, 43, 327, 185, 275, 276, 456, 468, 324 

a)Derive the corresponding reference string, assuming a page size of 100 words.

Answer: 

0, 0, 1, 1, 0, 3, 1, 2, 2, 4, 4, 3
b)Determine the number of page faults for each of the following page-replacement strategies, assuming that two page frames are available to the program. Show the contents of the page frames after each reference. FIFO  
OPT                 Use Asterisks represent page faults. 

Answer:
FIFO 
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The page faults are FIFO 6; OPT 5.
4. True/False (10x1.5=15points) For each statement below decide whether it is true or false. 

1. In the extreme case of set associative cache with just one single set, we obtain the fully associative cache, in the case of sets with just one element, we recover the direct mapped cache 

2. RAM is where your software and data is stored when your computer is on. 

3. The address space is how much main storage the computer system could have, not how much a particular system has.. 

4. If there is only one CPU in the computer, then only one process can be in the "running" state at a time. 

5. Registers are storage cells outside the CPU.. 

6. The first microprocessors in the 70ies were typical 8 bit processors, then 16 and 32 bit processors followed and now 64 bit processors are becoming the standard.

7. In a typical CPU design, two separate caches, say of 8 K Byte capacity each are used for instructions and data.

8.  LRU has Belady’s anomaly.

9.  9.SRAM is an older type of memory, it stands for Static Random Access Memory. It is an older type of RAM and stores information using transistors .

10.   The assembly language programmer must make the decision which data is stored in registers explicitly. 

5.(10x 1.5 = 15 points) Fill in the blank:

10. ROM is Read-Only Memory which is a form of non-volatile memory, meaning it keeps its information even when there is no power.

11. ROM is read only, so you cannot write to it.
12. RAM, or Random Access Memory, is a volatile type of memory which loses its information when power is not present.

13. DRAM, or Dynamic Random Access Memory, stores information using capacitors.

14. EPROM, Erasable PROM, data can be erased using a Ultra-Violet  light on a special window on the chip. This chip can be reprogrammed.

15. Cache memory is memory used to cache CPU instructions. L1    is cache memory that is located on the CPU, L2     is cache memory outside of the CPU.
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16. A common and convenient grouping of bits is the ___byte or octet, composed of eight bits. 
17. The computer pipeline is divided in      stages.   Each     stage completes a part of an instruction in parallel.

18. RISC means _______________________________________________.

6. (5+ 10 = 15 points) (a) The cache efficiency is characterized by a Cache hit ratio H. If the latency of the cache is [image: image13.png]


, and the latency for main memory is [image: image14.png]Lon



, then the effective (average) latency of a memory architecture with cache is given by the formula:

Answer: 
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(b)The most common replacement strategy in cache is the so-called least recently used (LRU) strategy. Explain this strategy.

Answer: Whenever a cache-miss demands a new line to be loaded into the cache, the line which has not been used for the longest time is deleted to make space for the new one. 

7.(10 points)  Consider the following segment table: 

	Segment
	Base
	Length

	0
	219
	600

	1
	2300
	14

	2
	90
	100

	3
	1327
	580

	4
	1952
	96


What are the physical addresses for the following logical address? 

a)0,430           b) 1,10           c) 2,500              d) 3,400                 e) 4,112 

Answer:
a)0,430 = 649          b) 1,10 = 2310              c) 2,500 = invalid address       d)3,400 = 1727 e)4,112 = invalid address 

7.(3+4x3=15 points)  Consider a nonpipelined machine with 6 execution stages of lengths 50 ns, 50 ns, 60 ns, 60 ns, 50 ns, and 50 ns. 
(a)Find the instruction latency (=delay, i.e. time use for all stages) on this machine. 
(b)How much time does it take to execute 100 instructions?
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Answer: Instruction latency = 50+50+60+60+50+50= 320 ns 
Time to execute 100 instructions = 100*320 = 32000 ns 

© Suppose we introduce pipelining on this machine. Assume that when introducing pipelining, the clock skew adds 5ns of overhead to each execution stage. 

      - What is the instruction latency on the pipelined machine? 
      - How much time does it take to execute 100 instructions

Remember that in the pipelined implementation, the length of the pipe stages must all be the same, i.e., the speed of the slowest stage plus overhead. 
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Answer: The length of pipelined stage = MAX(lengths of unpipelined stages) + overhead = 60 + 5 = 65 ns 
Instruction latency =  65 ns 
Time to execute 100 instructions = 65*6*1 + 65*1*99  = 390 + 6435 = 6825 ns 

8.(5+5 =10 points)

a) How does cache operate when a read request is received? 

Answer:

When a read request is received, the cache is checked first to see if the entry is there. If it is there, it is a hit, and process is finished. If it is not there, a memory read is issued and the information is brought into cache..

a. Writing data in a cached system may cause consistency problems. Describe the write-through and write-back strategy to solve this problem 

Answer: The simplest strategy to maintain consistency, is the write-through cache, where any write operation is also performed on the main memory. The alternative is a write-back strategy, where a cache line is written back when it has been modified (as marked by a dirty bit) and the space is required for other data. 

When a write request is received, different approaches can be taken. 

· write-through: The information is written to both memory and cache 

· write-back: The information is written to cache only. The modified cache block is written to main memory only when instructed to do so (e.g. being replaced, or process terminates). A dirty bit has to be used here to indicate that the entry in cache is different from the one in main memory

