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The four tuple-space operations

out (t) places the tuple t into tuple-space

Examples:
out (“accacca”, 12.2, 7)
out(57.2, x, -3.4, w)

in(s) removes a tuple t from tuple-space if it
matches the anti-tuple s and associates the formal
fields with their corresponding values in t.

Examples:
in(“accacca”, ? £, ? n)
in(? d, x, 2 u, w)

The four tuple-space operations

rd(s) locates a tuple t from tuple-space if it
matches the anti-tuple s. The formal fields
are given the values in the matched tuple but
the tuple is not withdrawn from tuple-space.

The four tuple-space operations

eval (t) places the tuple t into tuple-space except
that it does it with a “promise” to evaluate some
of the elements. In a sense, eval (t) produces a “live’
tuple.

)

Examples:
eval (“accacca”, match(dna))
eval(7, £(x))

Once eval has evaluated it’s tuple, it becomes a
passive tuple like all others.

Predicates for the two tuple matching

operations
in(s) :  inp(s) - returns 1 or 0
rd(s) = rdp(s) - returns 1 or 0

in() and rd() are blocking,
inp() and rdp() are not.




Example 1 (Ref: http://www.cs.oberlin.edu/~jbasney/honors/thesis.html)

/* hello.clc: a simple C-Linda program */
#include "linda.h"

int worker(int num)
{
shivhe 'l g
for (i=0; i<num; i++)
out("hello, world");
return 0;

}

int real main(int argc, char *argv[])
{
int result;
eval ("worker", worker(5));
in("hello, world");
in("hello, world");
in("hello, world");
in("hello, world");
in("hello, world");
in("worker", ? result);
return 0;

Common parallel constructs

Monitor (critical section):

At the start of the program: out (“mutex”, 1);

In the processor with the matesekbegnni i
Uik I /* critical section */
critical section:

mutex end();

The support functions: void mutex begin()
{
in("mutex", 1);
out ("mutex", 0);

}
void mutex_end()
{
in("mutex", 0);
out ("mutex", 1);
}

Common parallel constructs

Creating a barrier:
The processor setting up the barrier:

out (“barrier”, n);

Each processor as it reaches the barrier point:

in(“barrier”, ? val);
out (“barrier”, val-1);
rd(“barrier”, 0);

A Simple Example

#define LIMIT 1000
real main(){
int count = 0, i, is_prime(), ok;
for (i = 2; i <= LIMIT; i++) eval(“primes”, i, is_prime(i));
for (i = 2; i <= LIMIT; i++){
rd(“primes”, i, ? ok);

i ++3
A ks More processes than we

}

printf(“%d.\n”, count); fean}'nee(lhere
} why?
is_prime(me)

int me;

int i, limit, ok;
double sqgrt();

limit = sqgrt((double) me) + 1;
for (i = 2;i < limit; i++){
rd(“primes”, i, ? ok);
if (ok && (me%i == 0)) return 0;
}

return 1;




A more efficient version

Instead of asking each process to examine one
number to see if it’s a prime, let’s make a task
the problem of determining the primes present
in a range of numbers.

Key points in the algorithm:

¢ the master keeps a list of primes that it places into
tuple-space.

* slaves just look at primes and check if they divide
the numbers for which they’re responsible

* slaves place all new primes they’ve found (as an
array) when they’re done

¢ master picks up new primes and adds to the list
and places new primes into tuple-space

One More Program

Matrix-vector multiplication Ab = ¢

° matrix is N x N
* there are N processes
* we're using the row-column method

master creates a tuple for each row of A
master creates a tuple containing the b vector
each slave picks up a row of A and multiplies
by the b vector to get one element of ¢

The program...

The Program

The master (main)
ref: Carriero and Gelernter: “How to Write Parallel Programs’

o

real_main...

The slave process function

Extensions to the program

What if P <N processors?
* first approach: each processor gets N/P rows
¢ second approach: each processor gets one row

but when it’s done, it gets another one until
there are no more rows (work-pool approach)

What if we use the linear combination of columns
algorithm for matrix-vector multiplication?

* first approach: each processor gets one column

¢ second approach: each processor gets N/P columns




Implementing Linda

Tuple space is handled by a server process
(TupleSpaceServer).

* Tuple requests become requests to the TupleSpaceServer
* The TupleSpaceServer keeps two data structures
passive tuples
live tuples
¢ The TupleSpaceServer spawns a new process or thread each
time it receives a live tuple, then when the function call within
the live tuple returns, a new passive tuple is created and placed
in tuple space.

¢ It may be more efficient to have multiple TupleSpaceServers
to avoid a bottleneck in the implementation.

JavaSpaces (continued)

¢ Entries are typed as objects in the Java programming language, so
they may have methods associated with them.

* As another result of typed entries, JavaSpaces services allow
matching of subtypes—a template match can return a type that is a
subtype of the template type.

In combination with the previous point, this means that entry
behavior can be polymorphic in the usual object-oriented style that
the Java platform provides.

JavaSpaces

Ref: http://www.sun.com/software/jini/specs/jinir.2html/js-spec.html

Ref: http://java.sun.com/developer/technicalArticles/tools/JavaSpaces/

JavaSpaces systems are similar to Linda systems in that they store
collections of information for future computation and are driven by
value-based lookup. They differ in some important ways:

* Linda systems have not used rich typing.

In JavaSpaces systems, entries themselves, not just their fields, are
typed—two different entries with the same field types but with
different data types for the Java programming language are
different entry types.

JavaSpaces (continued)

The fields of entries are objects in the Java programming language.
Any object data type for the Java programming language can be used
as a template for matching entry lookups as long as it has certain
properties. This means that computing systems constructed using the
JavaSpaces API are object-oriented from top to bottom.




JavaSpaces (continued)

The JavaSpaces API does not provide an equivalent of “eval”
because it would require the service to execute arbitrary
computation on behalf of the client. Such a general compute
service has its own large number of requirements (such as
security and fairness).

On the nomenclature side, the JavaSpaces technology API uses a
more accessible set of terms than the traditional Linda terms.
The term mappings are “entry” for “tuple,” “value” for “actual,”
“wildcard” for “formal,” “write” for “out,” and “take” for “in.” So
the Linda sentence “When you “out’ a tuple make sure that
actuals and formals in “in’ and ‘read’ can do appropriate
matching” would be translated to “When you write an entry
make sure that values and wildcards in take and read can do
appropriate matching.”

JavaSpaces (continued)

A space is a shared, network-accessible repository for
objects. Processes use the repository as a persistent object
storage and exchange mechanism; instead of communicating
directly, they coordinate by exchanging objects through
spaces.

Unlike conventional object stores, processes don’t modify
objects in the space or invoke their methods directly--
while there, objects are just passive data. To modify an
object, a process must explicitly remove it, update it, and
reinsert it into the space.

JavaSpaces (continued)

JavaSpaces technology is a high-level coordination tool for gluing
processes together into a distributed application.

JavaSpaces (continued)

Spaces are persistent: Spaces provide reliable storage for
objects. Once stored in the space, an object will remain there
until a process explicitly removes it. Processes can also specify
a “lease” time for an object, after which it will be automatically
destroyed and removed from the space.

Persistence allows processes to communicate even if they run
at non-overlapping times. For example, we can build a
distributed “chat” application that stores messages as
persistent objects in the space and allows processes to carry on
a conversation even if they are never around at the same time
(similar to email or voice mail). Object persistence can also be
used to store preference information for an application
between invocations—even if the application is run from a
different location on the network each time.




