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Pseudo code using broadcasting

/* Pseudo code for Slave processes */

bcast (numbers, s, P_master); /* Everybody gets a copy of all */
start = slave number * s; /* Where in the sequence to start */
end = start + s; /* and to stop */

p_sum = 0;
for (i = start; i < end; i++) /* Add just one segment */
p_sum += numbers[i];

send(&p_sum, P_master); /* When done, send back partial result */

See the code for master and slave using the scatter
function and reduce_add functions.

The plan

one column
overlap

A more realistic example

* Suppose we have an image consisting of n x n pixels
which we wish to process in some way (e.g. edge
detection, smoothing, filtering).

* Suppose that the processing requires k operations
per pixel and that the processing only requires
knowledge of the pixels surrounding a particular
pixel.

* The result is a new processed image where the value
of each pixel has been computed according to
whatever the process is.

* We choose to divide the problem among p procesors
as evenly as possible.

The Parallel Algorithm

/* Pseudo code for Master process */

s = n/p;
/* Place the first s columns of the picture into buff0 */
for (i = 1; i < p; i++){
/* place the next s columns of the picture into
a picture buffer named buff*/

send (buff, P_i); /* send s columns to next slave */

}

/*
/* Process the first s columns in the master process */
process (buff0);

/* Write buff0 to the picture data array */
writeBuff (buff0, 0);

/* Now receive and assemble the output from the slaves */
for (i = 1; i < p; it++) {
recv(buff, P_any);
/* Determine which columns from the processor id
and write buff to the appropriate locations of
the picture data array. */
writeBuff (buff, start_column);

}







Dividing a list into parts

Original list

(%) (P

Analysis (for 8 processors)

Communication

* Assume n elements in the original problem s.

* Assume p processors connected to allow
single-step communication between the
necessary processors (e.g. a hypercube)

* n/2 elements from Po to P

* n/4 elements from Po to P2; P4 to Pe

* n/8 elements from Po to P1; P2 to P3;
P4 to Ps; Pe to P

* total (division): 3 » t +(/2+n/g+0/8) ~t,

startup

45

Partial
summation

Final sum
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Analysis (continued)

* Assume the processed data has the same size
as the unprocessed data. This means the
communication time on the combine portion
is the same as in the division portion of the
program.

* total (comm): 2 3 + t +(n/2 + n/4 + n/8) tdata]

startup

(What would this be for p processors?)
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Quadtree

Root
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Dividing an
image

Image area —_|

..................................

First division
into four parts ~

Second division

Parallel version of bucket sort
Simple approach

Assign one processor for each bucket.

Unsorted numbers

p processors |

Buckets \ K [ o
() - (. (-
Sort
contents
of buckets P
| |

Merge lists |
Sorted numbers
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Bucket sort

One “bucket” assigned to hold numbers that fall within each region.
Numbers in each bucket sorted using a sequential sorting algorithm.

Unsorted numbers

Buckets

Sort (- - (- (-
contents
of buckets

Merge lists | \ \ [ mrmrmmrmmrm e | |
Sorted numbers

Sequential sorting time complexity: O(nlog(n/m)).
Works well if the original numbers uniformly distributed across a
known interval, say Oto a - 1.

Further Parallelization

Partition sequence into m regions, one region for
each processor.

Each processor maintains p “small” buckets and
separates numbers in its region into its own small
buckets.

Small buckets then emptied into p final buckets for
sorting, which requires each processor to send one
small bucket to each of the other processors (bucket i
to processor i).
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Another parallel version of bucket sort

n/m numbers
- - Unsorted numbers

p processars |

Small
buckets

Empty
small
buckets

Large
buckets
Sort
contents
of buckets

Merge lists |

Sorted numbers
Introduces new message-passing operation - all-to-all broadcast.

Sides for Parallel Programming Using Networked 2nd ed., by B. Wikinson & M. Allen, @ 2004 Pearson Education Inc. Al ights reserved. 4.12

“all-to-all” routine actually transfers rows of an array to columns:
Transposes a matrix.

“All-to-all”

Po  [Aoo|Aoi|Aoz|Aos Aoo|Ara|Aro|Aso
Pr Ao AL | Az | AL Ao1|Arr|Asr| Azl
Py [Azo| Az | Az |Azs Aoz|Arz|A2z|Asz
Py [Aso|Asi|Asz|Ass Aoz | A1z Arz|Ass
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“all-to-all”’ broadcast routine

Sends data from each process to every other process

See also
Process 0?<bCerbeusc|:la<c;r:ds to one Process p - 1 next slide
el TN
Send ( \ Receive / \
buffer | | buffer \ )

Corresponds to
set of small buckets,

“\\ P;’l/“' "‘\\ f;‘]/ / \\ /P*} / ".\\7-713 j I

Process 1 Process p-1 Process 0 Process p -2

Numerical integration using
trapezoidal method

f(x) //-—_.
f(p) f(a)
a F;—-” b x

q
[ f(x)dx =0.58(f(p)+ f(q))
p
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The equations

}f(x)dx ~ 0.5 (a) + 6n§f(a +10) +0.56f (b)
a i=1

We know the error is proportional to (32
b 2
[ f(x)dx =1(8)+cd
a

0
We can use this to estimate the error by computing [(5) and [(—)
2
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The Parallel Algorithm

Static task assignment:
Assign each processor one of p segments of the interval [a, b].
Given the total error budget, divide it by p and make that the
error budget for each of the processors.

Each processor computes until it meets its error requirement
and returns the answer.

Potential problem:
A few processors have to work much harder than the others
to meet their error requirement. The others are idle after they
have completed their assignment
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Adaptive Quadrature

» Suppose we are given an error “budget”. That is, suppose we must
pick ! so that the computed integral has an error smaller than our
budget.

» What we do is compute I(! ) and I(! /2) and estimate the error.
If we are under budget, return the best estimate.
If we are over budget, cut! in half again and re-compute.

* When the error is within budget, return the best estimate.

If 1(! ') and I(! ’/2) are the last two estimates when we have
determined we are within the budget, the best estimate we
can compute is actually:

Iimproved = (4/3)|(| ’/2) - (1/3)|(| ’)
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The Parallel Algorithm

Dynamic task assignment:
Divide the interval [a, b] into m segments where m > p.
Each interval will correspond to a task.
Given the total error budget, divide it by m and make that the
error budget for each of the tasks.

Each processor is assigned a task and computes until it meets its
error requirement and returns the answer.

As each processor reports its result, it is assigned a new task
by the master if there are still tasks left to do.

Potential problem:

If the tasks are too large, then in the end a couple of processors
will be finishing up while the others are idle.
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Gravitational N-Body
Problem
Finding positions and movements of bodies in space

subject to gravitational forces from other bodies, using
Newtonian laws of physics.

mmmmmmmm e w @ e 4.25
Details
Let the time interval be At. For a body of mass m, the force is:
t+1 t
o= m —-v)
N locity i Al
ew velocity is:
vr + 1 vr  FAf

m
where vi*1 is the velocity at time ¢ + 1 and V! is the velocity at time t.

Over time interval At, position changes by
r+1 t
X —x = vAf
where xt is its position at time t.

Once bodies move to new positions, forces change.
Computation has to be repeated.
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Gravitational N-Body Problem Equations

Gravitational force between two bodies of masses m, and m, is:
_ (rmamb

2
-

F

G is the gravitational constant and r the distance between the
bodies. Subject to forces, body accelerates according to
Newton’s 2nd law:

F=ma

m is mass of the body, F is force it experiences, and a the
resultant acceleration.

Sequential Code

Overall gravitational N-body computation can be described by:

for (t = 0; t < tmax; t++) /* for each time period */
for (i=0;i<N; i++) { /* for each body */
F = Force_routine(i); /* compute force on ith body */
v[ilnew = Vv[i]+ F *dt/m;  /* compute new velocity */
x[ilnew = x[i] + v[ilnew * dt; /* and new position */

}

for (i=0; i < nmax; i++) { /* for each body ¥/
X[i] = X[i]new; /* update velocity & position™/
v[i] = v[ilnew;

}




Parallel Code

The sequential algorithm is an O(N?2) algorithm (for
one iteration) as each of the N bodies is influenced
by each of the other N - 1 bodies.

Not feasible to use this direct algorithm for most
interesting N-body problems where N is very large.

Barnes-Hut Algorithm

Start with whole space in which one cube contains
the bodies (or particles).

» First, this cube is divided into eight subcubes.

» If a subcube contains no particles, subcube deleted from
further consideration.

+ If a subcube contains one body, subcube retained.

+ If a subcube contains more than one body, it is
recursively divided until every subcube contains one body.

Time complexity can be reduced approximating a
cluster of distant bodies as a single distant body with
mass sited at the center of mass of the cluster:

Center of mass

Distant clus{er of bodies

Creates an octtree - a tree with up to eight edges
from each node.

The leaves represent cells each containing one
body.

After the tree has been constructed, the total mass
and center of mass of the subcube is stored at each
node.




Force on each body obtained by traversing tree
starting at root, stopping at a node when the
clustering approximation can be used, e.g. when:

r>d
6
where gis a constant typically 1.0 or less.

Constructing tree requires a time of O(nlogn), and
so does computing all the forces, so that overall
time complexity of method is O(nlogn).

Orthogonal Recursive Bisection

(For 2-dimensional area) First, a vertical line found that divides
area into two areas each with equal number of bodies. For each
area, a horizontal line found that divides it into two areas each
with equal number of bodies. Repeated as required.

Recursive division of 2-dimensional space

Subdivision
T\ direction

Particles Partial quadtree



